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Abstract

Transformer models are prone to learn and reproduce social biases in their training
data. The Word Embedding Association Test (WEAT) is an influential method,
initially made to detect association bias in static word embeddings—for example
testing whether the words 'man' and 'woman' differ in their associative strength
with career-related words versus family-related words. We review recent studies to
investigate how the WEAT score has been adapted and applied to detect gender
bias in transformer models. We find that WEAT is a flexible framework with a range
of adaptations for detecting bias in different model architectures, applications,
domains, and modalities. We show how WEAT-like methods are often used in
combination with other bias evaluation approaches, making for more holistic
insights. Lastly, we highlight promising techniques for mitigating bias in
transformers while preserving the models’ general performance. Our review can
serve as a methodological starting point for future research on detecting or

mitigating bias in transformer models.
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1. Introduction

Machine learning (ML) models are not neutral, but learn the biases present in their
training data (Bender et al., 2021; Cheng et al., 2023; Nemani et al., 2024). A commonly
cited example is Amazon's Al hiring algorithm used from 2014 to 2018. Trained on
resumes submitted to Amazon over a 10-year period —predominantly from male
candidates—the system learned to reward typically male language while penalizing
typically female patterns. The model would, for example, assign lower scores to
resumes from a former president of a women’s chess club, solely due to the presence of
the word “women” (Buolamwini, 2023).

While the specifications of Amazon's hiring algorithm remain undisclosed, it
likely utilized a semantic word embedding model like Word2Vec (Mikolov et al., 2013)
or GloVe (Pennington et al, 2014). These models are inspired by J. R. Firth's
distributional semantics hypothesis, stating that "you shall know a word by the
company it keeps” (Firth, 1957, pp. 11). An embedding model observes the
distributional patterns of word forms in large text corpora and creates high
dimensional vector representations — word embeddings — that capture the word forms'
syntactic and semantic properties. Trained on an English corpus, these models can, for
example, learn that the relation from the word form puppy is to dog what kitten is to
cat. However, all analogies learned by unsupervised embedding models will not be
representative of contemporary norms and reality: while women constitute the
majority of newly educated doctors in many developed countries, an unsupervised
embedding model trained on text from the past is more likely to learn that the word
form doctor is to man what nurse is to woman (Caliskan et al., 2017).

The Word Embedding Association Test (WEAT) score was introduced by Caliskan
et al. (2017) in a highly cited 2017 Science paper. This test was designed to detect
association bias in static embedding models like GloVe, by comparing the cosine
similarities of different word embedding sets. As shown in Figure 1, a WEAT score is
a Cohen's d effect size, and a p-value quantifying whether two sets of target words (AB)
show different association strengths with two sets of attribute words (XY) (Caliskan et
al., 2017; Nemani et al., 2024). If the effect size is positive, the A-X and B-Y associations
are stronger than A-Y and B-Y. In the Figure 1 example, this would suggest that the
model associates ‘maleness’ (A) more with professional careers (X), and ‘femaleness’
(B) with family duties (Y).
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Figure 1
Visualized example of the WEAT score

The WEAT score: If AX and BY associations are
stronger than AY and BX — d > 0
A: male — X: career
"man’, "he’, "career’, 'CEOQO’,
'male’ "executive’
B: female Y: family
"woman’, ’she’, "family’, 'home’,
' female’ > "parent’

The transformer architecture was introduced in 2017 (Vaswani et al., 2017) and has
since come to dominate natural language processing (NLP) applications. A
transformer derives its strength from the attention mechanism, which enables it to
represent contextually sensitive meaning. Different from static embedding models,
transformer embeddings change depending on the preceding context, enabling them
to “‘understand’ that the word form “model” denotes different concepts in the contexts
<fashion model> and <machine learning model> (Sanderson, 2024). Moreover,
transformers are not limited to the modality of text but can also represent other
modalities like images and audio with semantic embeddings. Currently, transformers
are deployed at increasing rates for a wide range of applications, but they are not less
prone to learn and reproduce social biases than other machine learning systems.

The WEAT score was not originally developed for transformers, and this review
seeks to investigate how the WEAT framework has been adapted and applied to
investigate gender bias in transformer embeddings. To this aim, we conduct a
systematic review of recent studies, aiming to answer one primary and two secondary

research questions:

RQ1: How has the WEAT score been adapted and applied to detect gender bias in recent

research on transformers?

RQ2: Which other techniques are used to detect gender bias in transformers in
combination with WEAT?

RQ3: How, if at all, do the identified papers recommend mitigating gender bias in

transformers?
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2. Method

To identify relevant studies, we planned a search in The ACM Guide to Computing
Literature. Studies would be eligible for inclusion if a WEAT-like technique was used
to investigate gender bias detection in a transformer model. To maintain a manageable
scope while identifying maximally relevant studies, we limited the search to target
studies published in 2023 or later.

The database search was conducted on November 25, 2024, using the following
parameters: (i) “gender” and “bias” in the abstract, (ii) “word embedding association
test” or “weat” anywhere in the paper, and (iii) “transformer” or “large language
model” or “llm” anywhere in the paper. The full search string is included as Appendix
A. The search initially identified 15 records which were all retrieved and screened for
inclusion according to the eligibility criteria. As shown in Figure 2, six records were
excluded, resulting in nine studies. Subsequently, we set up an overview table with
one row for each of the included studies, systematically filling in columns relevant to

our research questions.
Figure 2

Search and inclusion process visualized. One study was excluded due to first being published
in 2021, four did not apply a WEAT-like bias detection technique, and gender bias was not a

central topic in one study. Details on excluded works can be found in Appendix B.

Search and Inclusion Process

Identified (n=15)
‘L Excluded
* Pre-2023 (1’1=l)
S d (n=15 —
creened (n=15) s Not WEAT (n=4)

¢ * Not Gender (n=1)
Included (n=9)
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3. Results

Table 1

Results table with included papers

RU:ts 5

Authors Modalities RQ1: RQ2: RQ3:

(year) WEAT-based  Other bias Mitigation
bias detection  detection technique(s)
technique(s) technique(s)

1. Bozdag et Text BEC-Cri Legal-Context

al. Debias (LCD)

(2024)*

2.Duttaetal.  Text Legal WEAT  Textual Inconsistency

(2023) Entailment sampling

Tasks

3. Kabiretal.  Text Relative Norm

(2024) Distance

4. Kersting et ~ Text SEAT

al. (2023)

5. Mandal et Image, WEAT, Zero-shot

al. (2023) Text WEAT image
differential classification,
association, CRAD-CAM
WEAT )

o saliency maps
association
score

6. Omrani Text Single

Sabbaghi et al. Category

(2023) WEAT
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7. Shen et al. Text Association Test-side

(2023) Score Neutralization,
Train-side
Masking

8. Wolfeetal. Image, Embedding Saliency maps,

(2023) Text Association Prompt-based

Tests (EATs) image
generation
9.Yangetal.  Text SEAT CrowS-Pairs, ~ ADEPT
(2023) StereoSet

Note. The table shows the modality for bias investigation in each paper, and shows

which of the three research questions each paper contributes to answer.

*This paper primarily addresses RQ2 and RQ3, highlighting gender bias detection
and mitigation in the legal domain. The decision to include this paper in our review
was made in accordance with our supervisor, with the goal of highlighting the legal

relevance of gender bias detection and mitigation.

3.1 WEAT-adaptations

Our review revealed a selection of WEAT adaptations made for detecting bias in
different transformer architectures, applications, domains and modalities.

The Sentence Encoder Association Test (SEAT) adapts the WEAT score for
sentence encoder models and was used in two of the included studies (Kersting et al.,
2023; Yang et al., 2023). Whereas base-WEAT measures association bias in sets of static
word embeddings, SEAT extends the framework to sentence templates that differ by
one word between the AB or XY sets. For example, Kersting et al. (2023) used SEAT to
investigate how German BERT fine-tuned on German physician reviews associated
gendered AB sets with professional attributes in the XY sets (e.g., “competent”,
“likable”).

Kabir et al. (2024) incorporate Relative Norm Distance (RND) to investigate bias
in pretrained text representations. RND extends WEAT to evaluate bias across an
unlimited number of descriptive words rather than being restricted to two groups. The
method begins by calculating the cosine similarity between a word embedding and
the averaged embedding of a demographic subgroup (e.g., female, male, Black, White,
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Asian). It then computes the Euclidean distance between these average vectors and the
vector representations of the descriptive words. This extension provides flexibility to
investigate bias across multiple descriptive categories.

Single Category WEAT (SC-WEAT) modifies WEAT to measure bias in single-
category contexts. Omrani Sabbaghi et al. (2023) applied SC-WEAT to the contextual
embedding for the word form “person” preceded by different combinations of binary
category words, e.g., a <[whitelblack] [malelfemale] [cisgender| transgender] —
person>. They trained a support vector classifier to learn the valence subspace — degree
of (un)pleasantness — for five transformer models, and investigated the valence
projected onto “person” by all possible contexts. In three models, “male” projected a
weak but significant positive effect compared to “female”, but a strong inverse effect
(“male”— negative valence) was observed in one model. The most notable effect sizes
were on the gender identity category, where “transgender” consistently projected
strong negative valence compared to “cisgender”.

Shen et al. (2023) introduce the Association Score, a novel WEAT extension that
quantifies the extent to which conversational recommendation systems give different
recommendations based on implicit social information in the model input. They fine-
tuned a BERT model (LMRec) on large datasets of Yelp reviews, and investigated how
typically male/female or white/black names in input templates, e.g., “can you
recommend a restaurant for [NAME]?” influenced the resulting recommendations.
Typical male names were associated with alcohol-serving venues (“pub”, “bar”), while

typical female names were associated with venues serving desserts (“bakeries”).
3.1.1 Legal-domain adaptations

The use of NLP approaches and applications has also been increasing within the legal
domain (legal NLP or computational law) and so has the need to eliminate unwanted
bias there. Dutta et al. (2023) investigate bias in divorce court proceedings in India and
modify WEAT to make it suitable for features important to legal text. Typically,
elements in WEAT attribute sets are nouns and adjectives (e.g., “criminals”, “police”)
rather than verbs. Dutta et al. are interested in understanding actions between two
parties, such as one party abusing or threatening the other. Hence, they include a list
of high-frequency verbs in their corpus: Xunpleasant = {abuse, assault, beat, burn, cheat,
misbehave, rape, slap, threaten, torture}. Secondly, they include POS tags to mark the
agents and themes of these verbs, to identify perpetrators and victims within the
sentences. They found that the models strongly associated men with being the agent
(perpetrator) of unpleasant verbs, while women were largely associated with the

patient (victim) role.
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3.1.2 Multimodal Adaptations

The WEAT framework has also been applied and adapted to investigate gender-
related association bias in language-vision models. Mandal et al. (2023) used three
variations of WEAT to this aim: regular WEAT, WEAT differential association, and the
WEAT association score, to compare associations for image labels predicted by CLIP
vision models. Here, the AB sets were textual attribute sets stereotypically associated
with men and women, while the XY sets were the models' generated textual
descriptions for images of men and women. The WEAT association score is calculated
by computing the cosine similarity between the attribute sets A and B and the words
in the label sets. WEAT differential association extends this by comparing the
associations at the set level, considering the overall relationships between X, Y, A, and
B, rather than individual words. The final score is derived by normalizing the WEAT
differential association values, providing a standardized measure of bias.

Wolfe et al. (2023) introduce the cross-modal Embedding Association Tests
(EATs) framework. Following the standard format, the AB sets are textual
descriptions, while the XY sets are image embeddings generated by a language-vision
model (in this study, nine CLIP models). In Experiment 4, visualized in Figure 3, the
text sets were sexual (A) and one of three professional conditions (business, medicine, or
research) (B). The XY sets were image embeddings for 20 non-sexualized images of
males or females corresponding to the professional condition in the B set, e.g., images
of men/women in office spaces in the business condition. The results showed
consistently stronger AX (sexual-female) and BY (professional-men) associations in the

medicine and business conditions.
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Figure 3

Visual explanation of Wolfe et al.’s (2023) cross-modal EATSs adaptation

Embedding Association Tests (EATSs)
Wolfe et al. 2023, Experiment 4
AB = text embeddings, XY = image embeddings

A: sexual X: female
'person to undress’ p— 20 images: women
"person to kiss’ in business

' .. have sex with’ X settings.

B: business Y: male
"business leader’ 20 images: men
"businessperson’ % in business

rCEG” settings.

3.2 Other Detection Techniques

Non WEAT-based detection techniques were featured in some of the identified
studies, used for complimentary analyses of gender bias detection in transformers.

In addition to SEAT, Yang et al. (2023) also used two other bias benchmarks:
CrowS-Pairs and StereoSet. CrowS-Pairs compares the probabilities assigned to
sentence pairs that differ by one word, e.g., “the discovery made by the [male | female]
physicist”. The ideal score is 50, indicating balanced sentence probabilities. The
StereoSet benchmark presents a model with a set of cloze tasks, where it has to choose
between three continuations for a linguistic context: one stereotyped, one anti-
stereotyped, and one unrelated. The final output of StereoSet is the Idealized CAT
Score (ICAT), ranging from 0-100 with higher scores being better. ICAT not only
measures bias but is a combined measure that also evaluates the model's general
linguistic abilities.

Further bias detection techniques have also been proposed within the legal
domain. In addition to their novel WEAT adaptation, Dutta et al. (2023) also use a
textual entailment task. They focus on specific verbs and construct hypotheses such as
“A man tortures a woman” vs. “A woman tortures a man”. Sentences in the corpus
are evaluated to determine whether they entail each hypothesis. The entailment ratio
quantifies the proportion of sentences supporting a hypothesis and the entailment gap
(difference in ratios) highlights trends, such as men being described as perpetrators
more often than women.

Also in the legal domain, Bozdag et al. (2024) introduced the BEC-Cri detection
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method, which uses masked language modeling (MLM) to assess the association
between gendered target words (e.g., “he”, “she”) and crime-related attributes (e.g.,
“murder”, “embezzlement”). The test compares the probability of target words when
attribute words are included versus masked. A positive/negative score indicates
strong/weak association between gender and attribute.

Mandal et al. (2023) utilize a frequentist zero-shot classification test, in which a
language-vision model (here, CLIP) assigns scores to textual descriptions (here, in
Arabic) for images of men or women. The Arabic equivalent of “knowledgeable” was
the most frequent label for images of men, while “modest” was most frequent for
images of women. They also use GRAD-CAM saliency maps to visualize which pixel
regions the vision models attend to in response to a prompt. For example, when shown
an image of a boy and a girl, with the prompt “Where is the homemaker?”, the saliency
maps showed that the model primarily attended to the pixel region showing the girl.

In their final experiment, Wolfe et al. (2023) use two image generation models
(VQGAN-CLIP and Stable Diffusion) to generate 100 images for each version of the
prompt “a [13, 14, 15, 16, 17, 18]-year old [boy, girl]”. They then labeled the generated
images as sexual or neutral using an NSFW (Not Safe for Work) image classifier. At all
ages, “girl” led to significantly higher NSFW classification rates compared to “boy”:
the highest NSFW rate for “boy” at any age was 9%, while 73% of the images generated
from the prompt “a 17 year old girl” were sexual. This study also used saliency maps
to complement an EATs analysis, which suggested weaker associations for text sets
denoting the emotions “anger” and “sadness” with images of partially clothed
compared to fully clothed women. The saliency maps complimented these results: in
partially clothed images, the models divided their attention between the face and chest
region, while only attending to the face region in fully clothed images. Directing
attention away from the face likely contributed to the models' failure to detect

emotional facial expression in the partially clothed images (Wolfe et al., 2023).

3.3 Bias Mitigation

While bias detection exposes bias and highlights the extent of the issue, mitigation is
necessary to take action against the perpetuation of harmful stereotypes in
transformer-based models. Mitigation techniques in NLP are assessed using two

questions:

1. Bias Mitigation: Is the bias successfully reduced?
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This is typically evaluated using metrics like WEAT, SEAT, or domain-
specific measures such as BEC-Cri, before and after application of the

mitigation technique.
2. Performance Retention: Is the model’s task performance preserved?

Metrics like the General Language Understanding Evaluation (GLUE)
benchmark or mean reciprocal rank (MRR) are used to measure the impact of

debiasing on model utility before and after mitigation.

Several studies identified in the review deploy and evaluate mitigation
techniques, including corpus-based fine-tuning (Dutta et al., 2023; Bozdag et al., 2024),
masking techniques (Shen et al., 2023), and novel approaches like prompt tuning (Yang
et al., 2023).

Regarding gender bias in the legal domain, both Bozdag et al. (2023) and Dutta
et al. (2023) propose debiasing methods to minimize bias in transformer-based models.
Bozdag et al. present the Legal-Context-Debias (LCD) method which fine-tunes BERT-
based models using a specially created gender-balanced legal corpus. The goal of fine-
tuning here is to reduce the model's inclination toward any gender. Bias is measured
pre- and post-mitigation using BEC-Cri, while performance is evaluated on the
LexGLUE benchmark. Results indicate that LCD successfully reduces gender bias in
LegalBERT-Small without compromising performance.

Dutta et al. (2023) use inconsistency sampling to mitigate gender bias in natural
language inference (NLI) systems. Their method identifies logical inconsistencies, such
as when a hypothesis entailed by a male-oriented premise is not similarly entailed by
a female-oriented premise. By iteratively sampling and adding balanced examples
with equal weight to unpleasant verbs (see Section 3.1.2. Legal Adaptations), they train
the model to reduce bias over three active learning rounds. Bias reduction is assessed
using their textual entailment technique, showing gradual improvement, though task
performance evaluations are not explicitly reported.

Shen et al. (2023) investigated gender and racial bias in BERT-based restaurant
recommendation systems fine-tuned on Yelp-reviews. They investigated whether the
model would recommend different cuisine types, venue types, and price-points when
asked to, for instance, “recommend a restaurant for my friend [John|Mary]”. After
investigating these differences in the fine-tuned model with no bias mitigation, they
compared the performance (e.g., recommendation quality) of the base model with two
mitigation conditions. In the first debiasing condition, they used Test-side
Neutralization, which replaces suggestive information (e.g., names) with a [MASK]

token at inference: “Can you recommend a restaurant for my friend Mary ->[MASK]?”

70



RU:ts 5

In the second condition, they used Test-side Neutralization in combination with Train-
side Masking, which applies the same masking logic to the dataset used to fine-tune
the model. Between-condition performance was assessed with four measures: MRR,
Accuracy, HR@5 and HR@10. Compared to the base model (with no debiasing
measures), there was a large performance drop when only Test-side Neutralization
was applied, but the combination of Train- and Test-side Masking showed only a
minimal performance drop compared to the non-mitigation condition. Hence, when
the source of bias can be isolated, the combination of Test- and Train-side Masking can
nullify bias without significantly impacting recommendation performance.

Lastly, Yang et al. (2023) introduced the ADEPT prompt tuning framework.
While conventional debias fine-tuning can reduce bias, it often distorts other
meaningful representations, reducing overall model performance in the process. The
goal of the ADEPT framework is to reduce bias while preserving the model’s general
representational abilities. This is achieved by freezing the pre-trained language
model’s parameters, and instead optimizing a small set of trainable continuous prompt
embeddings which are prepended to the input during training. In other words, the
model is provided task-specific guidance (in this case, bias mitigation) without
disrupting the model's pre-trained knowledge. The authors emphasize how ADEPT
consumes less computing and storage resources compared to traditional fine-tuning
methods, making it particularly suitable for high-parameter models. Yang et al.
compared four BERT-large-uncased versions: the base model, two fine-tuned models,
and the ADEPT prompt-tuned model. Bias was assessed with SEAT, CrowS-Pairs, and
StereoSet, and the models' general linguistic abilities were assessed with GLUE and
StereoSet. The ADEPT prompt-tuned model tended to outperform the other models
both in terms of the bias benchmarks, and general representational abilities, suggesting
that it made the models more neutral while potentially also enhancing the model's

general performance (Yang et al., 2023).

4. Discussion

The present work demonstrates how WEAT provides a flexible framework for
evaluating bias in transformers. It is adaptable to different model architectures (e.g.,
the use of SEAT for sentence encoders), contexts (e.g., implementing semantic roles for
legal settings), and modalities (e.g.,, EATs for text-image embeddings). Figure 3
demonstrates how WEAT’s core methodology can be adapted for diverse applications,
by illustrating an example of a cross-modal adaptation.

Learned social bias in machine learning systems can have significant real-world
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implications. While WEAT and similar bias detection methods are valuable in
identifying intrinsic bias, we argue that these analyses can and should be
complemented with more extrinsically oriented bias evaluation approaches, for more
holistic insights into how the identified intrinsic bias manifests in practice. Wolfe et al.
(2023) exemplifies this dual approach, using a variety of intrinsic and extrinsic bias
detection and evaluation methods. After observing that internal measures suggest that
vision models show strong associations between non-sexualized images of women
and embedding sets of sexualized words, they go on to show how these biases
manifest during image generation tasks: when given the seemingly neutral prompt
“generate an image of a 17-year old girl”, 73% of the generated images were classified
as being sexualized. Machine learning systems are increasingly prevalent across
societal domains, and their inherent social biases can and will have real consequences
for real people. When bias detection studies complement internal metrics with
concrete and accessible analyses or examples of how the identified biases manifest
during downstream application, the findings are made more accessible to a lay
audience (e.g., policy makers), thus increasing the likelihood that the study contributes
to increased public awareness or inspires regulatory policies.

Omrani Sabbaghi et al. (2023) exemplify the contrary: observing internal
measures with major implications for downstream application but failing to exemplify
practical implications. They observed that “transgender” consistently projected strong
negative valence if used to describe “person”, compared to “cisgender” — suggesting
a strong association between transgender people and unpleasantness in the model.
Strong unpleasant associations for specific marginalized groups do not bode well for
the models” downstream performance on tasks that involve this group in any sense. In
all likelihood, the observed internal measures will shape model output in practically
relevant context, but the authors do not conduct a follow-up analysis to exemplify this
and make the results more accessible to the general public.

Ensuring neutrality is especially important in sensitive domains such as law,
where model outputs directly impact decisions about individuals’ lives. Statistically,
men tend to be perpetrators of crime, while women tend to be victims (Dutta et al.,
2023), but men and women are not inherent perpetrators and victims, respectively. The
gender of a party in court proceedings should not, by itself, be a contributing factor to
the resulting verdict. However, if NLP systems are trained on court data, our identified
studies suggest that they internalize these associations, which is likely to shape model
output during regular application. If used uncritically, complex data-driven machine
learning systems might therefore bias verdicts solely based on the gender of the

involved parties. Thorough and robust evaluation of association bias is therefore
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crucial if ML-based NLP systems are to be used at any stage of legal processes — if it
cannot be proven beyond reasonable doubt that a system is neutral, said system should
not contribute to deciding whether real people are guilty or innocent beyond
reasonable doubt.

If bias is detected, our review suggests that it can be mitigated using various
promising post-hoc mitigation techniques — without necessarily sacrificing model
performance in the process. For example, the ADEPT framework (Yang et al., 2023)
achieved both bias reduction and performance improvement compared to the base
(unbiased) model, illustrating that fairness and efficacy are not mutually exclusive.

As data-driven machine learning systems are deployed across more and more
domains of society, robust frameworks for detecting and mitigating gender- and other
forms of social bias are needed. An easy-to-implement pipeline or library for
developers using the WEAT framework could help integrate bias awareness into the
development process. Furthermore, raising awareness about the sources of bias and
equipping developers with tools to address these biases during model creation, rather

than as an afterthought, could lead to more responsible Al systems.

5. Limitations

The scope of this review is limited, and it should not be considered an exhaustive
overview of WEAT-like bias detection techniques. The narrow search and inclusion
parameters (one database, gender bias, studies from 2023 or later) likely led us to miss

studies that could have enhanced our investigation.

6. Conclusion

Our exploration of the Word Embedding Association Test (WEAT) found it to be an
influential framework for detecting intrinsic biases in transformer models. It is
adaptable to different model architectures (e.g., SEAT for sentence encoders), contexts
(e.g., the use of semantic roles for legal settings), and modalities (e.g., EATs for text-
image embeddings). We also found that WEAT-based techniques are supplemented
by other techniques to detect gender bias, including zero-shot image classification and
saliency maps to visually identify areas of interest that models attend to in response to
a prompt. Thirdly, we summarized a range of mitigation techniques which were

suggested alongside the authors’” detection strategies, including masking techniques,
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corpus-based fine-tuning and prompt tuning.

By providing an overview of applications of the WEAT framework, we aim to
offer methodological inspiration for researchers seeking suitable bias detection
approaches for their specific research questions, or to motivate the development of
novel adaptations. We suggest future research to complement WEAT and similar
intrinsic bias detection techniques with external validation that demonstrate how these
biases manifest in real-world scenarios. This allows for a more comprehensive

understanding of all facets of bias in transformer-based models.
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